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Abstract
Establishing an assurance claim for a distributed safety critical system has proven extremely difficult. Developing and documenting the evidence needed to support a claim requires diverse models
and abstractions of system properties to capture behaviors, understand error propagation, and evaluate the interactions with other systems and humans. The ability to scale and merge these diverse
models and abstractions within a sound mathematical framework is the subject of this technical
report. Category theory is one promising approach for this mathematical framework. A higher
category theory known as operad theory is described and used to evaluate the effects of disruptions and failures of NextGen communication channels on the safe separation of aircraft within the
National Airspace (NAS).
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Introduction

The documented work was performed under NASA Task Order NNL14AA05C, Category-Theoretic
Approaches for the Analysis of Distributed Systems.

1.1

Scope

National Aeronautics and Space Administration (NASA)’s Aviation Safety Program’s System-wide
Safety and Assurance Technologies (SSAT) project seeks to identify risks and provide knowledge
required to safely manage increasing complexity in the design and operation of vehicles and the
air transportation systems, including advanced approaches to enable improved and cost-effective
verification and validation of flight-critical systems. SSAT is focused on methods to assess and
ensure system-wide safety of complex aviation systems.
This effort supports SSAT by conducting research directed at improving the safety of current
and future aircraft operating in the National Airspace System. UnderSSAT there is a technical
challenge that targets the Assurance of Flight Critical Systems (AFCS) a technical challenge that
addresses, among other things, the sound assurance of safety-critical distributed systems properties
and the complex interactions between systems and subsystems. In particular, this effort is being
conducted in response to NASA Research Opportunities in Aeronautics (ROA) 2013 SSAT Subtopic
Number AFCS 1.5: Distributed Systems: Distributed Airspace Systems.

1.2

Motivation

Public benefits derived from continued growth in the transport of passengers and cargo are dependent on the improvement of the intrinsic safety attributes of current and future air vehicles that
will operate in the Next Generation Air Transport System (NextGen). A central goal of NextGen is to
improve the efficiency and capacity of National Airspace (NAS) and more specifically our nation’s
airports through the strategic use of existing and emerging technologies. Automation will play a
vital role in the realization of this goal through a broad range of applications such as automating low-level background activities to free human operators to focus on higher-complexity tasks,
providing automated advisories to a human operator to support decision-making, or completely
replacing some instances of human decision-making.
In addition to automation, NextGen will require coordination and cooperation between unprecedented numbers of disparate system elements using a wide range of communication protocols.
System functions that historically have been provided locally using dedicated resources may be distributed among a network of ground, airborne and space-based resources. The introduction of an
automated system that functions on a decentralized rather than localized networks will present significant challenges to NextGen safety initiatives. Further research is needed to develop capabilities
to analyze and assess flight safety of NextGen capabilities from a distributed systems perspective.
Our approach in this project is to use category theoretic structure of operads as a basis for
analysis of distributed systems at the NAS level. Operads provide a concise and transparent method
to develop consensus among stakeholders. Operads also allow for the “chunking” of the problem
space along different view modalities, such as logical and physical. Operads, when constructed
properly, allow for the generation of a hierarchical algebra, which allows the analysis to explore
different levels of abstraction with the guarantee that lower level system views correctly compose
into the higher-level views.
3

1.3

Category Theory is a Natural Fit

Formal Methods (FMs) are mathematical techniques for the specification, development and verification of cyberphysical systems. The use of FMs arose in computer science to develop reliable
and robust designs. Today, techniques in FMs borrow heavily from theoretical computer science
fundamentals including: type systems, formal languages, semantics, and algebraic data types. The
value of FMs is that they provide rigorous methods to examine the entire state space of a digital
cyberphysical design and establish a specific system characteristic is true for all possible inputs.
FMs have found wide spread use in the analysis of airspace problems. National Aeronautics
and Space Administration (NASA)’s Langley Formal Methods program Airborne Coordinated Conflict Resolution and Detection (ACCORD), developed a framework for the formal specification and
verification of state-based conflict detection and resolution algorithms[2]. ACCORD provides: a
3-D conflict detection algorithm, that is proven to be complete and correct; a 3-D conflict resolution algorithm; a loss of separation recovery algorithm that is proven correct; a 3-D prevention
bands algorithm that computes all the critical vectors. The formal specification as and proofs for
the ACCORD framework are publicly available on the NASA’s Prototype Verification System (PVS)
Library [3].
FMs are still unfortunately used sparingly by systems engineering professionals. This limitation
is due to the complexity of real systems and the step learning curve on most FMs tools. Two
general approaches have guided the use of FMs over the years: first, apply FMs to requirements and
simplified designs; and, second, apply FMs to only the most critical components.
Formal modeling is typically—but not exclusively—used to reason about system’s intrinsic behavior. Formal modeling helps to document and reason about non-functional properties. Numerous
architectural FM languages, including AADL[4], EAST-ADL [5], and SYSML [6] have emerged in
the past decade with renewed interest in Model Based Systems Engineering (MBSE)[7]. Analysis
tools support the models developed using architectural modeling notations. While mathematical
logic is a unifying aspect of FMs, there is no single best “formal method”. Some analysis are best
performed using a model checker such as: Symbolic Analysis Laboratory (SAL) [8], UPPAAL [9],
KIND [10], and Probabilistic Model Checker (PRISM) [11]. While other types analysis are better
suited to a theorem prover or proof assistant, such as: PVS [12], Coq [13], A Computational Logic
for Applicative Common Lisp (ACL2) [14], or Isabelle [15].
While introducing formal modeling methodology into a distributed system development effort
can improve the documentation and quality of the system, it comes at a high cost. In particular,
it means there are multiple separate model artifacts that needs be maintained and kept consistent
at different levels of system decomposition e.g. at System of Systems (SoS) level, at each System
level and at multiple Components level within each System. Ensuring their consistency is adhoc, as each language has its own syntax and semantics with no connections between them and
no appropriate mathematical rigor underpinning such translation and composition of systems. At
best, the additional effort required to keep the models consistent outweighs the benefits of increased
assurance. At worst, it provides a false sense of assurance, where the implementation does not
satisfy properties specified in architectural formal models.
The central thesis of our project is that Category Theory (CT) is a natural framework for such
FMs modeling and analysis tools whereby the composition of each of the modular systems or the
overall system-of-systems are then characterized with and regulated by underlying mathematical
rigor. CT also fits readily with other mathematical analysis techniques: dynamical systems, algebraic datatypes, logic, etc. The method from category theory that we are using in this report
relates to operads [16] where an operad consists of a few interlocking mathematical components:
objects (interfaces, building blocks, etc), morphisms (arrangements, building instructions, etc) and
4

compositional formula (nesting, instruction trees, etc).
CT then provides the basis for analyzing safety properties of systems and SoS by providing an
algebra for compositional operations like nesting, zooming, chunking, panning etc. As will be shown
in this work, by restricting system specification to few basic rules and constraints, the larger system
and SoS properties than can be easily managed and controlled. Further, CT overcomes one of the
fundamental limitation in the applicability of FM to design and verification of large and complex
systems and SoS (in general systems engineering), namely the steep learning curve for organizations
to imbibe formalism and mathematical rigor to safety assessment processes that especially span
multiple organizations involved in the process. Once the CT specification is complete, the math
“gets out of your way”: the safety assessment processes and associated personnel can proceed
oblivious to the the underling CT specification guiding the process that keeps the system safety in
check.

5

2

Problem Description

National authorities, such as the Federal Aviation Administration (FAA), have developed vertical, lateral, longitudinal separation standards to support safe navigation of aircraft in controlled
airspace. These standards are designed to minimize ground and airborne hazards while limiting exposure to wake vortex turbulence. For the United States, these separation criteria are documented
in the FAA administrative order JO 7100.65U, Air Traffic Control [17].
The next generation of air traffic management systems (NextGen) will involve significant changes
from the way Air Traffic Control (ATC) is done today. Reliance on software is increasing and allowing
greater system complexity. Humans are assuming supervisory roles over automation, requiring more
cognitively complex human decision-making. Control is shifting from the ground to the aircraft
and to shared responsibilities. In addition, coupling and interconnection between land, airborne,
and space systems introduces more potential for accidents stemming from unsafe and unintended
component interactions.
Figure 1: Transition of current NAS to NextGen with IP Technologies

(a) Current NAS

(b) NextGen NAS

NextGen

is a modernization effort of NAS by FAA to transform the nation’s ground-based ATC
6

system into a more precise satellite based system and other advanced digital technologies. This
effort will involve multi-year incremental transition with introduction of new technologies and
the leveraging of existing technologies, which will impact every aspect of NAS including a seamless
integration to a modern IP based communication network. Please see figure 1, provided by courtesy
of [18], for an illustration of different parts of the NAS, the information flow between them that
improves situational awareness of pilots and ground controllers and their transition to the next
generation IP network.
We provide some high level description of the digital technologies, different entities and assets in
the system (including humans and organizations) involved the current NAS and the future NextGen
initiatives already underway in sections 2.1 and 2.2 and subsequently describe some challenges to
modeling those systems in section 2.3.

2.1

National Airspace System Circa 2015

The National Airspace (NAS), prior to the widespread adoption of Next Generation Air Transport
System (NextGen) technologies, is a complex System of Systems (SoS), comprised of many distributed
systems, people, and Air Traffic Control (ATC) procedures. Even though the NAS is a distributed
SoS, the control of individual airplanes remains remarkably centralized. This section provides a
brief overview of the ATC system used by the Federal Aviation Administration (FAA) to manage
the nation’s airspace.
The FAA was established in by the Federal Aviation Act of 1958 and was made responsible for
the control and use of navigable airspace within the United States. The FAA then created and
evolved the NAS over the years with the primary purpose of protecting protect people and property
on the ground, while maintaining a safe and efficient airspace environment for civil, commercial,
and military aviation. The NAS is comprised of a network of navigation facilities, ATC facilities,
airports, technology, and policy, rules, and regulations that define the system.
2.1.1

Weather Conditions and Flight Rules

Efficient operation of the NAS helps drive the economy of the United States. In 2012, civil aviation
alone accounted for 5.4% of the Gross Domestic Product (GDP) and supported nearly 12 million
jobs [19] . Weather significantly impacts the operation of the NAS. For example, weather conditions
determine the flight rules under which airplanes can operate and can also affect safe separation,
the physical distance required between airplanes. Safe separation of airplanes is a key parameter
to ensure the overall safe operation of the NAS. The required separation may vary depending on
airplanes’ type, weather, and flight rules. Safe separation requirements usually increase during
poor weather conditions, as it is more difficult for a pilot to maintain local situational awareness.
Increased safe separation during the terminal phase of flight can reduce airport capacity, as less
airplanes can use an airport during a given time interval. Conversely, reduced safe separation during
the terminal phase can increase airport capacity, as more airplanes can use an airport during a given
time interval. This increase in capacity may be limited by local noise restrictions.
Civil airplanes operate under two distinct categories of operational flight rules: Visual Flight
Rules (VFR) and Instrument Flight Rules (IFR). These flight rules are linked to the two categories
of weather conditions: Visual Meteorological Conditions (VMC) and Instrument Meteorological
Conditions (IMC). VMC exist during generally fair to good weather, and IMC exist during times of
rain, low clouds, or reduced visibility. IMC generally exist whenever visibility falls below 3 Statute
Miles (SM) or the ceiling drops below 1,000 feet above ground level (AGL). The ceiling is the
distance from the ground to the bottom of a cloud layer that covers more than 50% of the sky.
7

Figure 2: Controlled Air Space within the NAS
During VMC, airplanes may operate under VFR, and the pilot is primarily responsible for seeing
other airplanes and maintaining safe separation. Airplanes operating under VFR typically navigate
by orientation to geographic and other visual references. This is the mode of operation preferred
by many general aviation airplanes.
During IMC, airplanes must operate under IFR. If an airplane or pilot is not rated for IFR then
they can not fly during IMC. IFR airplanes fly assigned routes and altitudes, and use a combination
of radio Navigational Aids (NAVAIDS) and vectors from ATC to navigate. A key feature of the NAS is
that ATC exercises positive control (i.e., separation of all air traffic within designated airspace) over
all airplanes in controlled airspace. Simply put, the primary products of ATC are safe separation
services. Airplanes may elect to operate IFR in VMC. The majority of commercial air traffic
(including all air carrier traffic), regardless of weather, operate under IFR as required by Federal
Aviation Regulations. ATC has the discretion to allow IFR airplanes to maintain visual separation.
This is typically only done during good weather in an attempt to increase airport capacity.
2.1.2

Airspace Classifications

The FAA has designated six classes of airspace within the NAS, in accordance with International Civil
Aviation Organization (ICAO) airspace classifications. Figure 2 and Table 1 identifies both airspace
classifications and terminology. Airspace is broadly classified as either controlled or uncontrolled.
Airspace designated as Class A, B, C, D, or E is controlled airspace. Class F airspace is not
used in the United States. Class G airspace is uncontrolled airspace. Controlled airspace means
that IFR services are available to airplanes that elect to file IFR flight plans; it does not mean
that all flights within the airspace are controlled by ATC. IFR services include ground-to-air radio
communications, navigation aids, and air traffic (i.e., separation) services. Airplanes can operate
under IFR in uncontrolled airspace; however, the airplanes cannot file an IFR flight plan and IFR
services are not necessarily available. Controlled airspace is intended to ensure separation of IFR
traffic from other airplanes, both IFR and VFR.
The airspace classifications discussed in this section are designed primarily to manage VFR
traffic in controlled airspace. The controlled airspace classifications do not affect IFR operations,
as IFR traffic is cleared through controlled airspace automatically by ATC. VFR airplanes may
operate in Class E controlled airspace without control by ATC, so long as weather conditions
permit visual separation of airplanes (during IMC, VFR traffic is prohibited and thereby ensures
separation between VFRand IFR traffic). Also, air traffic service is provided to VFR airplanes in
Class E airspace only when ATC workload permits. VFR airplanes operating in class B, C, and D
airspace must be in contact with ATC; this gives ATC the authority to manage VFR airplanes in
the proximity of busy airports. Essentially, the controlled airspace system protects IFR airplanes
from VFR airplanes during IMCand in close proximity to busy airports. Note that the boundaries of
airspace class areas do not necessarily correlate with the boundaries and sectors of ATC facilities.
8

Table 1: NAS Air Space Class Description [20]
Description
Class
A
Generally, that airspace from 18,000 feet Mean Sea Level (MSL) up to and including
60,000 MSL, including the airspace overlying the waters within 12 Nautical Miles (NM) of
the coast of the 48 contiguous States and Alaska. Unless otherwise authorized, all persons
must operate their airplanes under IFR.
B
Generally, that airspace from the surface to 10,000 feet MSL surrounding the nation’s busiest airports in terms of airport operations or passenger enplanements. The configuration
of each Class B airspace area is individually tailored and consists of a surface area and two
or more layers, and is designed to contain all published instrument procedures. An ATC
clearance is required for all airplanes to operate in the area, and all airplanes that are so
cleared receive separation services within the airspace. The cloud clearance requirement
for VFR operations is “clear of clouds.”
C
Generally, that airspace from the surface to 4,000 feet above the airport elevation (charted
in MSL) surrounding those airports that have an operational control tower, are serviced by
a radar approach control, and that have a certain number of IFR operations or passenger
enplanements. Although the configuration of each Class C area is individually tailored,
the airspace usually consists of a surface area with a 5 NM radius, an outer circle with
a 10 NM radius that extends from no lower than 1,200 feet up to 4,000 feet above the
airport elevation. Each person must establish two-way radio communications with the
ATC facility providing air traffic services prior to entering the airspace and thereafter
maintain those communications while within the airspace
D
Generally, that airspace from the surface to 2,500 feet above theairport elevation (charted
inMSL) surrounding those airports that have an operational control tower.The configuration of each Class D airspace area is individually tailored and when instrument procedures
are published, the airspace will normallybe designed to contain the procedures. Arrival
extensions for instrument approach procedures maybe Class D or Class E airspace. Unless otherwiseauthorized, each person must establish two-way radio communications with
the ATC facility providing air traffic services prior to enteringthe airspace and thereafter
maintain those communications while in the airspace. No separation services are provided
to VFR airplanes.
E
Generally, if the airspace is not Class A, Class B, Class C, or Class D, and it is controlled
airspace, it is Class E airspace. The types of Class E airspace areas are defined in greater
detail in [20]
F
Not Applicable within United States
G
Uncontrolled airspace. All airspace that has not been designated as Class A, Class B,
Class C, Class D, or Class E airspace.
NAS
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Figure 3: Hierarchical Control of the NAS
2.1.3

Air Traffic Control in the United States

The NAS is a hierarchically organized and controlled SoS. Currently, the NAS is divided into 21
zones, known as Air Traffic Control System Command Center (ATCSCC), which oversees all air
traffic control within its zone. Each ATCSCC is sub-divided into sectors that include open airspace and regions around airports. For each ATCSCC there is one corresponding Air Route Traffic
Control Center (ARTCC) that manages traffic within all sectors of its center except for Terminal
Radar Approach Control (TRACON) airspace and local-airport airspace. Within about 50 NM of
major airports the TRACON that manages air traffic within its domain, coordinating the departing
and arriving air traffic within its space. There is a Air Traffic Control Tower (ATCT) located at
each airport that has regularly scheduled flights, as well as at some other airports. The ATCT
coordinates ground traffic at its airport and air traffic within 5 NM. This hierarchical system is
illustrated in Figure 3.
A flight between two airports, in the controlled portions of the NAS, involve seven separate
aspects of flight including: preflight, takeoff, departure, en route, decent, approach, and landing.
During each of these phases the airplanes is controlled by one of the three NAS control elements
and is handed off from controller to controller as the flight progresses.
The ATCT is responsible for the airplanes during preflight, including coordination of push-back
from the gate, to authorization to taxi, to assignment of runways; to take-off where the pilot
powers up the airplanes and accelerates the runway; to departure, where the plane lifts off the
ground and begins to climb to a cruising altitude. At this point the ATCT hands off control of the
airplanes to the responsible TRACON.
TRACON is responsible for managing the remainder of the departure phase while the airplane
is within its space. As the airplane is about the transition the TRACON boundary it is handed off
to an ARTCC controller. Depending on the length of flight multiple ARTCCs may be involved in
managing the airplane during the en route phase of flight.
As the airplane approaches its destination airport the process in reverse. The ARTCC will
transition control for management to the responsible TRACON that will sequence and space arriving
10

Figure 4: Fatalities during the Jet Age (courtesy of Boeing)[1]
airplane during the decent and approach phases to line up the airplane with a designated runway
that will maximize efficiency while mitigating noise concerns of the surrounding community. Once
the airplane is within 5 NM of the destination airport the local ATCT ( if there is one) will manage
the final approach and landing, including the management of taxiways and gate approach.
2.1.4

Situational Awareness for Air Traffic Control

The tools for aiding the various layers of air traffic control in the United States has remained
virtually unchanged since the 1960s. For the ATCT, the main Situational Awareness (SA) aids are
eyes, binoculars, cameras, ground detecting radars, and radio communications with pilots of the
airplanes and land line communications with TRACON and the ARTCC.
At the TRACON level the controller’s SA is aided by Primary Search Radar (PSR)s and Secondary
Search Radar (SSR)s, radio contact with pilots and land lines to nearby ATCTs and ARTCCs. Computers aid with sequencing and safe separation estimates. Each PSR generates non-cooperative
range and angle estimates of the air traffic within the range of the radar. SSRs are used in a cooperative manor to obtain information from each airplanes equipped with an operational transponder.
Depending on the transponder type, the interrogated transponder will respond to a request from
the SSR with information such as the airplane’s identification and altitude.
The NAS is an incredibly safe SoS. Its remarkable safety record has evolved through the use of
time-tested technologies on the ground and in the airplane, along with policies and procedures that
can be modified when safety issues are detected. In a statistical study published by Boeing Commercial Airplanes [1] fatalities due to airplane crashes has reduced nearly two orders of magnitude
since the advent of the NAS.
This reduction in mortality is due improvements in the design and production of airplanes and
avionics, enhanced pilot and controller training, and the evolution of ATC policies and procedures
when safety issues are detected within the NAS. This evolutionary feature of the NAS has resulted
in this SoS being nearly as safe as practically and economically possible.
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The versatility of the positive control exercised by ATC in the NAS was demonstrated on September 11, 2001. Once the unprecedented order was given to close the NAS controllers immediately
halted all take-offs nationwide then proceeded to guide 4,500 planes carrying 350,000 passengers in
NAS to safe landings. Nearly 75 percent of these planes were on the ground within an hour. During
the first quarter of an hour ATC rerouted planes at a rate of one per second. Within 2 12 hours of
the orders being issued, ATC cleared the NAS without any loss of safe separation.[21].
2.1.5

Safe Separation

National authorities specify vertical and horizontal separation standards to facilitate the safe navigation of airplanes in their sovereign controlled airspace([?]). Observance of these standards ensures
safe separation from the ground, from other airplanes, and from protected airspace. Loss of Separation safety hazard between airborne aircraft then occurs whenever specified separation minima in
controlled airspace are breached. Separation standards may sometimes serve to reduce exposure to
Wake Vortex Turbulence although there are many occurrences of significant wake vortex encounter
at separations much greater than prevailing minimum separation.
Separation standards in the United States are based on the provisions of ICAO Doc 4444 [22].
The techniques and procedures to achieve and used to achieve separation are the primary service
provided by ATC. Separation occurs along the 3 physical axes referred to as: vertical, longitudinal,
and lateral.
Vertical separation is achieved by requiring airplanes to use a prescribed altimeter pressure
setting within designated airspace, and to operate at different levels expressed in terms of altitude
or flight level. Flight Level (FL) are described by a number, which is based on the local barometric
altitude in feet, divided by 100. Therefore, an apparent altitude of 29,000 feet is referred to as
FL290. The ICAO species a minimum vertical separation for IFR flight as 1000 ft below FL290 and
2000 ft above FL290. To make the airspace more efficient and allow for additional air routes, the
United States, Canada and Mexico adapted Reduced Vertical Separation Minima (RVSM) in 2005
between FL 290 and FL 410. For qualified airplanes, this reduces the vertical separation above FL
290 to 1,000 ft. At FL 410 and above, 4,000 ft intervals are required to separate same-direction
airplanes and only odd FLs are assigned, depending on the direction of flight. Permissible altitudes
are dependent upon compass direction.
• Heading 000 to 179o : Between FL290 and FL410 odd thousands (FL 290, 310, 330, etc.)
Between FL410 and FL600 odd flight levels (FL 410, 450, 490, etc.)
• Heading 180 to 359o : Between FL290 and FL410 even thousands (FL 300, 320, 340, etc.)
Between FL410 and FL600 odd flight levels (FL 430, 470, 510, etc.)
Lateral separation is achieved by various means including position reports which positively
locate airplanes are over different geographic locations. By requiring airplanes to fly on specified
tracks which are separated by a minimum angle separation can be maintained.In addition, airplanes
may be separated along radial divergent tracks as long as one of the airplanes is within 15NM of
the NAVAIDS.
Longitudinal separation is applied so that the spacing between airplanes is never less than a
specified amount. For airplanes following the same or diverging tracks, longitudinal separation is
achieved by requiring airplanes to make position reports and comparing the time of their reports
and by speed control, ensuring that the speed of the following airplanes does not exceed the speed
of the leading airplanes. Reduced separation may apply if the leading airplane is maintaining a
higher speed than the following airplanes. For airplanes under radar control, separation standards
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are typically based on the range of the airplanes from a PSR. A minimum separation of 3 NM if the
airplanes are within 40 NM of the PSR and 5 NM if the airplanes more than 40 NM from a PSR.
In addition, separation standards can be unique to specific airports where closely spaced runways
may result in hazards. Separation minima can also adjusted to mitigate a wake vortex hazard,
especially when a smaller airplane is following a larger airplane.

2.2

National Air Space - NextGen

The current National Airspace (NAS) system in the United States has achieved historically low
accident rates, with an exponential decrease in major accidents since 1960 (Boeing, 2009). However
the current air traffic management system cannot sustain the forcasted growth in passenger and
freight flights, and additional expectations to increase fuel efficiency, reduce emissions/greenhouse
gases and lower operator costs.
To meet these challenges, the Federal Aviation Administration (FAA) has developed a program
called NextGen, described in Section 2.2.1, which integrates new and existing technologies, policies
and procedures to reduce delays, save fuel, and lower aircraft exhaust emissions to deliver a better
travel experience. The proposed changes must also maintain or improve the FAA’s stated top priority, ensuring safe skies and airfields. The European counterpart to the FAA, European Organisation
for the Safety of Air Navigation (EUROCONTROL), faces similar challenges and has an analogous
program to NextGen called Single European Sky ATM Research (SESAR).
NextGen calls for increased focus on more efficient flight paths, a shift in responsibility from
ground-based crews to flight crews and their flight deck-based decision support tools, the use
of trajectory-based operations instead of clearance-based maneuvering of aircraft, and many other
changes. In short, NextGen will result in increased reliance on automation, greater coupling between
ground and aircraft technology, a major shift in the way airspace information is gathered and
disseminated, and a total revamping of how aircraft paths are managed. All of these changes will
come as the result of incremental upgrades that span years and even decades. Further, re-arranging
assets and distributing control or decision making- introduces additional complexity to managing
the airspace in a safe manner.
2.2.1

NextGen Programs

Next Generation Air Transport System (NextGen) is the integration of multiple programs that are in
various stages of acquisition, testing, and deployment intended to make the the NAS more efficient
while maintaining, or improving, safety. In 2015, there were six fundamental NextGen programs
[23]:
• Automatic Dependent Surveillance - Broadcast (ADS-B): Sometimes also referred to as Surveillance
and Broadcast Services Subsystem (SBSS). ADS-B is a precise satellite-based surveillance system and is a successor to radar. ADS-B makes use of Global Positioning System (GPS) technology to determine and share precise aircraft location information, and streams additional flight
information, such as airspeed, to the cockpits of properly equipped aircraft via a network of
ground stations.
• Collaborative Air Traffic Management (CATMT): Suite of enhancements to the decisionsupport and data-sharing tools used by air traffic management personnel. These enhancements will enable a more collaborative environment among controllers and operators, improving efficiency in the NAS leveraging System Wide Information Management (SWIM).
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• Data Communications (Data Comm): Enables controllers to send digital instructions and clearances to pilots. Precise visual messages that appear on a cockpit display can interact with an
aircraft’s flight computer. Offering reduced opportunities for error, Data Comm will supplant
voice communications as the primary means of communication between controllers and flight
crews.
• NAS Voice Switch (NVS): Supplant FAA’s aging analog voice communication system with
state-of-the-art digital technology. NVS will standardize the voice communication infrastructure among FAA facilities, and provide greater flexibility to the air traffic control system.
• Weather : Reduces weather impact by producing and delivering tailored aviation weather
products via SWIM, helping controllers and operators develop reliable flight plans, make better
decisions, and improve on-time performance. The fully-automated NextGen Weather Processor (NWP) identifies terminal and enroute safety hazards, and provides support for strategic
traffic flow management, including the translated weather information needed to predict route
blockage and airspace capacity constraints up to eight hours in advance. Aviation Weather
Display (AWD) consolidates current weather displays and provides consistent weather information at a glance for enroute and terminal users. Common Support Services - Weather (CSS-Wx)
modernizes information management services for weather, and provides tailored weather products within the NAS via SWIM.
• SWIM: Network structure that will carry NextGen digital information. SWIM will enable costeffective, real-time data exchange and sharing among users of the NAS.
Another important NextGen development is the En Route Automation Modernization (ERAM)
initiative whereby the 40-year-old En Route Host computer and backup system used at the FAA Air
Route Traffic Control Centers nationwide has been replaced. ERAM increases capacity and improves
efficiency in our skies. En Route controllers are able to track 1,900 aircraft at a time instead of
the previous 1,100 flight capability. Additionally, now coverage extends beyond facility boundaries,
enabling controllers to handle traffic more efficiently. This extended coverage is possible because
ERAM can process data from 64 radars versus the 24 radar processing with the legacy Host system.
ERAM provides increased collaboration and seamless data sharing as well as improves efficiencies
both for the pilots and ground controllers as well at the ATC facilities which is the backbone of
safe operations in NAS.
2.2.2

NextGen Technologies

Through this NextGen modernization multi-year effort, FAA is attempting to leverage existing technologies and introduce new technologies in an incremental fashion without disrupting and impacting existing operations and safety in NAS. One of the key feature of the new technologies is to use
state-of-art digital technologies, especially transition to an Internet Protocol (IP) based communication network. A graphic representation of the NextGen communication systems that impact safe
separation are illustrated in 5.
Further, as part of the NextGen initiative, the FAA has been introducing new technologies
and services to increase the capacity and efficiency of the National Airspace (NAS) while simultaneously enhancing safety. Technologies such as ADS-B[24], Traffic Information Services Broadcast (TIS-B)[25], and Controller-Pilot Data Link Communications (CPDLC)[26] and their associated
services provide the aircrew with a new level of situational awareness and coordination with Air
Traffic Control. These technologies will allow the introduction of pilot-initiated and automated
separation strategies. We next describe some of the NextGen communication technologies.
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Figure 5: NextGen Communications used to aid Aircraft Separation

ADS-B avionics broadcast frequent messages that contain the aircraft’s position, velocity, identification, and other information. Additionally, these broadcasts can be received by Ground Based
Tranceivers (GBT) to provide air traffic surveillance services. In the United States, two different
data links have been adopted for use with ADS-B: 1090 MHz Extended Squitter (1090 ES) and
the Universal Access Transceiver (UAT). The 1090 ES link is intended for air transport aircraft
and above, whereas the UAT link is intended for general aviation aircraft [24]. ADS-B provides
surveillance service in areas without radar coverage and can enhance existing radar by providing
greater target accuracy and higher update rate. Initial air-to-air applications of ADS-B are advisory
use only, enhancing a pilot’s visual acquisition of other nearby similarly equipped aircraft either
airborne or on the airport surface.
TIS-B is the broadcast of traffic information to ADS-B-equipped aircraft from ADS-B GBTs. The
source of this traffic information is derived from air traffic surveillance radars. TIS-B is intended
to provide ADS-B equipped aircraft with a more complete traffic picture in situations where nearby
aircraft are not equipped with ADS-B [25].
A standard communication channel between an air traffic controller and a pilot is voice radio,
using either the HF or VHF bands. This channel is highly congested, subject to frequent errors, and
not globally available. CPDLC provides a method by which air traffic controllers can communicate
with pilots over a datalink system. CPDLC includes a set of clearance/information/request messages
which correspond to voice phraseology employed by air traffic control procedures[26]. Today, there
are two main implementations of CPDLC:

• The FANS-1/A system, used by both Boeing and Airbus, is primarily used in oceanic routes
by wide-bodied long haul aircraft. FANS-1/A is an Aircraft Communications and Reporting
System (ACARS) based service and, given its oceanic use, mainly uses satellite communications
provided by the Inmarsat.
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• The ICAO Doc 9705 compliant ATN/CPDLC system, which is operational at Eurocontrol’s
Maastricht Upper Airspace Control Centre.
Traffic Collision Avoidance System (TCAS II) is an aircraft collision avoidance system designed
to reduce the incidence of mid-air collisions between aircraft. It monitors the airspace around an
aircraft for other aircraft equipped with a corresponding active transponder, independent of air
traffic control, and warns pilots of the presence of other transponder-equipped aircraft which may
present a threat of mid-air collision. TCAS II involves communication between all aircraft equipped
with an appropriate transponder through a sequence of interrogation-and-response cycle with multiple cycles may occur per second (provided the transponder is enabled and set up properly). Each
TCAS-equipped aircraft interrogates all other aircraft in a determined range about their position
(via the 1.03 GHz radio frequency), and all other aircraft reply to other interrogations (via 1.09
GHz). TCAS II is the second and current generation of instrument warning TCAS, used in the majority of commercial aviation aircraft though not all aircrafts still may not have such a capability
as it is not mandated by FAA still.
Traditional safety analysis and risk management techniques, most of which were created 50
or more years ago for the much simpler systems of that time, cannot effectively handle the more
complex systems being developed today. More powerful safety analysis methods are needed.
The expected significance of this work is the emergence of a mathematically sound approach,
based on category theory, to provide evidence to support assurance claims and assertions related to
distributed flight critical system. An example of such an assurance claim may be: The distributes
system or more specifically a system-of-systems (SoS) consisting of: multiple aircraft equipped with
operational ADS-B, TIS-B, TCAS II, CPDLC hardware will not incur separation violations in excess
of 10−5 /hr of operation.

2.3

Challenges

As discussed in previous sections, NextGen calls for increased focus on more efficient flight paths, a
shift in responsibility from ground-based crews to flight crews and their flight deck-based decision
support tools, the use of trajectory-based operations instead of clearance-based maneuvering of
aircraft, and many other changes. In short, NextGen will result in increased reliance on automation,
greater coupling between ground and aircraft technology, a major shift in the way airspace information is gathered and disseminated, and a total revamping of how aircraft paths are managed.
NextGen poses formidable challenges due to complex technologies with multiple system interdependencies and additional interoperability requirements between systems as well as over multiple
System of Systems (SoS). Analyzing NextGen from a safety perspective then requires a more holistic
view at the SoS level, as well as the analysis of individual systems and components within each
system. Our central tenet is that the proposed Category Theory (CT)-based operadic framework
fits perfectly to satisfy this need.
In NextGen management of obsolescence is a very big challenge given that the adoption of
equipage and technology mandates from FAA is not foreseen in the near term. NextGen will then
involve phased rollout and mixed fleets, integration of UAVs, etc. Since all of these NextGen changes
will come as the result of incremental upgrades that span years and even decades, the need of the
hour is for a more robust and systematic approach to modeling and assessing current systems
and simultaneously a good understanding of impacts and risks due to upgrades and transitions.
Starting from scratch each time is not practical. The critical question then is to answer how much
safety analysis rework is necessary to integrate changes to Air Traffic Management (ATM)? We
believe that operads whose primary application is to address mathematics of modular systems and
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incremental design, then offers a viable approach to manage such safety analysis and thereby answer
such questions.
The next challenge is to extend the current analysis approach for human error to account for
more types of human factors problems such as flawed decision-making, external factors such as
distraction, etc. While much automation is to be added in NextGen, humans will still play critical
roles in the anticipated changes for quite a while. We believe CT based approach using our suggested
dynamical system model of components (see sections 3 and 4) is better than the current hazard
analysis methods, such as fault trees and event trees, in realistically treating human error both to
model pilots and Air Traffic Control (ATC) ground controllers.
In summary, CT augments current hazard and safety analysis techniques and we believe is
extremely useful in the early concept design phase of NextGen and for subsequent operational increments. It can be used to guide decision making by engineers (subject matter experts) as they
design new systems for NextGen, define the new procedures for operations, and manage the transition of systems. Time and money will be saved by better decision-making in early design rather
than incurring the enormous costs of rework later in the development process.
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3

Category Theory
Yet, I hope that I managed to convey the message: the mathematical language developed
by the end of the 20th century [category theory] by far exceeds in its expressive power
anything, even imaginable, say, before 1960. Any meaningful idea coming from science
can be fully developed in this language. – Mikhail Gromov, In a Search for a Structure,
Part 1: Entropy

3.1
3.1.1

History
Topology and Algebra

Category Theory (CT) was invented by Saunders Mac Lane and Samuel Eilenberg in the early
1940s to formalize relationships between two disparate mathematical fields: algebra, the theory of
equations, and topology, the theory of shapes. To do so, they invented the notion of category and
summarized the essence of algebra and the essence of topology as categories. They also invented the
notion of functor, which connects the algebraic category to the topological category, thus creating
a formal notion of bridge between the two fields. The functorial connection was not just heuristic:
through such a functor, theorems from the algebraic category could be imported into the topological
category, and the results would automatically be true to a mathematical level of rigor.
However, this definitions of category and functor did not only apply to topology and algebra; on
the contrary the definition was extremely general. Very quickly they and others realized that fields
such as logic, set theory, order theory, measure theory, etc., could all be cast as categories. Once that
was acheived, functors between these fields allowed new forms of cross-disciplinary communication,
so that today problems from one field can be broken up and exported to other fields, where they can
be solved more easily, and the results reassembled to produce a solution to the original problem.
Because of its success, CT has been steadily gaining adoption throughout mathematics. It has
had a civilizing effect, bringing disciplines together under a common framework. However, the idea
of CT is not to unify all of mathematics into one whole, but to connect or translate between different
parts of mathematics. A subfield needs to optimize its own language and techniques to tackle its
own kind of problem, and CT does not interfere. Its job is to allow those different subfields to
interoperate.
3.1.2

Applications outside of math

The use of category theory has also been growing outside of mathematics. In 1980, Joachim Lambek
showed how it could be applied in computer science to understand how a programming language as
a category. Languages which most tightly conform to this idea are called functional programming
languages, and include ML, Haskell, and F ] . The notion of monad has become relatively standard
in new programming languages, and this comes directly from CT.
Category theory has also been applied in physics, e.g., by Mikhail Gromov (quoted above), in
linguistics, and even in materials science. In the latter, it is often important to have very precise
ways of describing complex materials or experiments, so that they can be reproduced. However, it
is also important that the descriptions are flexible, not brittle, so that one can tweak and change
the experiments or materials without needing a whole new description. Category theory has been
used to precisely describe both complex materials and the relationship between them [27]. It has
also been used to make formal analogies between materials and structures from other domains,
such as social networks or even western music [28, 29].
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This idea of using category theory to formalize analogies (see also [30]) is part of a larger effort
to lend conceptual clarity to any given domain of human reasoning. For example, it has been used
in software specification [31, 32], and as a knowledge representation framework [33].

3.2

Operads

Category theory has many branches, each of which describes a different kind of structure in mathematics, such as the structure that equations have, or the structure that geometric shapes have.
Many of these structures also model structures in the real world, such as databases, programming
languages, taxonomies, or networks.
In this technical report we are looking at a complex systems of systems, the National Airspace
(NAS). There is a branch of category theory that is appropriate for such investigations, namely
the theory of operads. Operads are like the arithmetic of assembly, in which one thing is built
from many. However, as any designer knows, different ways to chunk, or group, the components of
a system are often useful at different times. One may want to pay special attention to a certain
relationship, and abstract the rest of the system as a single black box. For one analysis, one may
want to chunk the system according to physical locations of various systems, whereas for another
analysis, one may want to chunk logically.
The purpose of the operadic viewpoint is to give a mathematical formalism for chunking, which
ensures that changing the chunking cannot change the results. This is clearly desirable—changing
the way we look at a system cannot change its behavior—but actually poses a non-trivial constraint
on the formulas that define a system. The operadic chunking laws serve as a basic sanity-check for
internal consistency of formal specifications.
In this section we will give a few examples of operads and their algebras. The basic idea is that
an operad O will dictate the kinds of diagrams one can draw. A bit more precisely, O consists of:
• a set of objects X, Y, . . ., each of which can be thought of as an interface,
• a set of morphisms ϕ, ψ . . ., each of which can be thought of as an assembly of multiple interior
interfaces, comprising an exterior interface, and
• a formula ◦ for how to compose morphisms, i.e., an assurance that an assembly of assemblies
is, itself, an assembly.1
The etymology of the word morphism is “specified shape”. The morphisms in an operad are the
legally-specified shapes, or arrangements, whereby an object is comprised of component objects.
The precise definition of operad (see [34]) includes rules for these assemblies, e.g., an associative
law that ensures that the process of composing assemblies is appropriately consistent.
An O-algebra, denoted P : O → Set, is what gives meaning, or semantics, to the objects and
morphisms in O. A bit more precisely, P assigns
• a set P(X) to each object (interface) X, the elements in P(X) can be thought of as “fills”
for X.
• a function ϕ for every morphism, that specifies how choosing a fill for each interior interface
in an assembly ϕ will determine a fill for the exterior interface they comprise.
The set of objects in an operad O is denoted Ob O. Given a natural number n ∈ N, and given objects X1 , . . . , Xn
and Y in Ob O, the set of morphisms from X1 , . . . , Xn to Y is denoted O(X1 , . . . , Xn ; Y ). An element f ∈
O(X1 , . . . , Xn ; Y ) can be denoted f : X1 , . . . , Xn −→ Y .
1
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We will not give the precise definitions of operads and algebras here. All the details can be
found in [34], suitable for mathematical audiences, or in [35] for scientific audiences. Below we give
a couple examples of operads and their algebras, relying on the above informal definitions.
3.2.1

First example of operad and algebra

There is an operad O whose objects can be drawn as circles with a finite number of ports, like this:

and so on…

A circle with a finite set of ports will be called a cell ; if it has n ports, we call it an n-ported cell.
Thus we can identify Ob O with the set of finite sets. At this stage, these objects (cells) should
be thought of as interfaces; we will not say what kind of thing will fill the cells until we discuss
algebras on O. Morphisms in this operad O will be drawn as wiring diagrams, connecting interior
cells into an exterior one, like this:

(1)
This is a picture of a morphism A, B, C → D, where A = {1, 2, 3, 4}, B = {5, 6, 7}, C = {8, 9} and
D = {v, w, x, y, z} are cells with 4, 3, 2, and 5 ports respectively. The picture (1) can be understood
solely in terms of sets and functions; see [36].2 Morphisms such as this can be composed, or nested,
as in the following picture:

=	
  
2

Count the number of wire-groups in the picture. There are six; call them {a, b, c, d, e, f }. Then the morphism
(1) is a picture of a pair of functions
{1, 2, 3, 4} t {5, 6, 7} t {8, 9} → {a, b, c, d, e, f } ← {v, w, x, y, z}
that sends every port to the wire-group it is in.
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This nesting can be repeated as desired, all with easily-stated set-theoretic formulas, which guarantee consistency. Moreover, laws such as associativity prove that various ways to do this give the
same answer. Once associativity and other laws, such as unitality, are proved (see [36]), we have a
genuine operad O.
The next step is to propose an O-algebra P : O → Set. This involves specifying a set of fills for
each type of cell, as well as a formula for morphisms such as (1). For example, we could assign the
set of n-ary boolean relations to the n-ported cell. For example,
P({1, 2}) := {R ⊆ B × B}

and

P({1, 2, 3, 4}) := {R ⊆ B × B × B × B}

would be the set of binary (2-ary) relations and 4-ary relations on the set B = {T rue, F alse}. To
n
check, note that P({1, 2, . . . , n}) has 22 elements for each n ∈ N. In other words, an n-ported cell
can be filled with any n-column table of boolean values (with no repeated rows). Here are three of
the 16 elements of P({1, 2}):
R3

R1
T rue T rue
T rue F alse
F alse F alse

R2
F alse T rue

T rue T rue
T rue F alse
F alse T rue
F alse F alse

Given a morphism as in (1), we need a formula for turning relations on the inner cells into a relation
on the outer cell. This is a straightforward query in relational algebra; see [36].
In fact, the above operad O and algebra P inspired the creation of an open source Haskell
database program, called Opaleye, by Tom Ellis. The package description [37] names some advantages to this approach:
Opaleye allows you to define your database tables and write queries against them in
Haskell code, and aims to be typesafe in the sense that if your code compiles then the
generated SQL query will not fail at runtime. A wide range of SQL functionality is
supported including inner and outer joins, restriction, aggregation, distinct, sorting and
limiting, unions and differences. Facilities to insert to, update and delete from tables
are also provided. Code written using Opaleye is composable at a very fine level of
granularity, promoting code reuse and high levels of abstraction.
In this way, the operations that can be carried out by any database management system, known
as query plans, can be understood using an operadic syntax.
3.2.2

Variety of operads and algebras

The operad we will discuss in the remainder of this paper, specifically Section 4, is similar to
the one discussed above in Section 3.2.1. However, there are very different flavors of operads and
their algebras. For example, [27] uses operads in materials science to construct hierarchical protein
materials.
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And [34], Example 2.2.14, presents an operad of finite sequences in the plane, and an algebra planar
figures, whose fixed points are various sorts of fractals.

The purpose of mentioning these examples is to be clear that operads are not at all confined
to the immediate use we have in mind. There are many operads, and we may find that the operad
initially seen as most useful will in fact evolve over time. The point is that category theory is
designed for this kind of evolution. Different operads can be connected by functors, by which
information can pass from one setting to another. In Section 4.1, we discuss an operad W that is
fairly similar to the operad O above in Section 3.2.1, except more expressive. As we will discuss
below, the comparison “more expressive” refers to the existence of a functor O → W , by which to
relate them.

22

4

Category Theory and the National Airspace

In this section we define the specific operadic language we will use to analyze the National Airspace.
The basic idea is that we can model the entire NAS in terms of information exchange. We consider
any abstract piece of the NAS that deals with information entering through various input channels,
and sends information along various output channels. Each is abstracted as a box housing a dynamic
system. We give a precise language for composing these boxes and these dynamic systems.
As mentioned in Section 1.2, the added value for the NAS is an increase in transparency and
flexibility, which in turn promotes consensus-building. This is important in systems with such high
safety-assurance standards. The operadic viewpoint is flexible in that it supports different viewmodalities (such as physical vs. logical chunking) with mathematical assurance that no information
is lost in the process.

4.1

Operads for wiring diagrams of dynamical systems

The operad we use for modeling the NAS will be denoted W and called the operad of wiring diagrams.
The algebra P : O → Set of fills (as discussed on page 19) will consist of dynamic systems and their
assemblies. We will discuss W and P in Sections 4.1.1 and 4.1.2 respectively. The operad W was
defined explicitly in [38] and the algebra of dynamic systems was defined in [39]. The reader who
wants mathematical details should consult these references.
4.1.1

The operad W of wiring diagrams

The objects of W are drawn as boxes with a certain number of inputs and outputs, each labeled
with a specified set of values. In what follows we will usually leave out the labels, and instead just
focus on the channels themselves, for pedagogical reasons. Again, the details are laid out in [38].
Thus we will denote a box X ∈ Ob W by a pair of finite sets X = (X in , X out ). Here are pictures
of several such boxes:
X

To be clear, in the first case above, the set X in has three elements because the box has three input
ports, and likewise the set X out has two elements. We may denote the boxes just by a pair of
nonnegative integers for conciseness, so the last box above would be (5, 3).
The morphisms in W are drawn as wiring diagrams, connecting interior boxes to an exterior
one, like this:
D
A

B
C
(2)

This is a picture of a morphism A, B, C → D, where A = (1, 3), B = (2, 1), C = (3, 2) and
D = (2, 2). The picture (2) can be understood solely in terms of sets and functions; see [38].
It is often useful to think in terms of supply and demand for a wiring diagram such as (2). We
think of the whole wiring diagram as an organization. Out of all the ports in this picture (there
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are (1+3)+(2+1)+(3+2)+(2+2)=16), some of them are supplying information to the organization
and some are demanding information from the organization. The inputs of the exterior box D
are supplying information and the outputs of D are demanding it. Conversely, the inputs of the
interior boxes A, B, C are demanding information and the outputs of A, B, C are supplying it.
A wiring diagram is then a function from demand to supply: for every demander we assign a
supplier. For mathematical convenience we break this function into two pieces, but both map from
demand to supply. Thus a morphism ϕ : A, B, C → D is a pair of functions
ϕin : Ain t B in t C in −→ Din t Aout t B out t C out
ϕout : Dout −→ Aout t B out t C out
that together specify which supplying wire “feeds” each demanding wire. For example, the box A
is demanding input, and its supplier is an input of D. Wires can split or end abruptly. However,
for reducing the complexity of the mathematics and increasing the transparency of the system, our
formulas have ensured that no wire can pass through the system without interacting with the boxes
inside.
Morphisms such as this can be composed, or nested, as in the following picture:

(3)
This nesting can be repeated as desired, all with easily-stated set-theoretic formulas, which guarantee consistency. Moreover, laws such associativity prove that various ways to do this give the
same answer. Once associativity and other laws, such as unitality, are proved (see [38]), we have a
genuine operad W .
Example 4.1. Consider the box labeled “command” in the logical airspace model, Figure 7(a),
reproduced here:
Command
ATC
Command

ATC
Radio Tx

Airplane
Radio Tx
Pilot
Command
Actuators

Airplane
surfaces
and
engines

It has six inner boxes and one outer box. Its wiring diagram can be represented by the following
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table:
Information demand
Receving box
Port
ATC Command

in1

ATC Radio TX

in1

Logical command

out1

Pilot Command

in1

Airplane Radio TX

in1

Logical command

out2

Actuators

in1

Aerodynamic
Surfaces / Engines

in1

Logical command

out3

4.1.2

Wiring diagram for Logical Command
Information Supply
Information type and
Sending box
Port Communication protocol
Cognitive - Mental process for Controller
Logical command
in1
to form command
Controller
Voice Wireless - Command to pilot to
out1
Command
change trajectory or speed
ATC Radio TX
Voice Wireless - Controller to Pilot
out1
Cognitive - Mental process to for pilot to
Logical command
in2
form command
Voice Wireless - Pilot acknowledgement
Pilot Command
of Controller command, request to
out1
change trajectory
Airplane Radio TX out1
Voice Wireless - Pilot to Controller
Analog/Digital - Pilot commands for
Pilot Command
out2
changing airplane trajectory
Digital - Commands to change deflection
Actuators
out1
of surfaces and engine thrust
Data to update dynamic model of
Aerodynamic
airplane given surface deflection and
out1
Surfaces / Engines
engine data

The algebra D : W → Set of dynamic systems

This section is one of the most important, because it explains the semantic of each box and channel
in the wiring diagrams that follow, e.g., in Figures 7(a) and 7(b) (page 29). Each of these wiring
diagrams will look something like this:

In this and every other wiring diagram that follows, we guarantee the following semantic:
1. Each box X = (X in , X out ) will contain an open dynamical system with with inputs X in ,
outputs X out , and states S. More precisely, it consists of two functions:
f in : X in × S −→ S
f

out

(state update function)

: S −→ X out

(4)

(readout function)

Here X in is the vector of inputs to box X, whereas X in is just the set of channels entering
X; similarly for X out .
2. Each channel c between boxes is a communication path, which includes a certain protocol for
the messages that travel on it.
3. If a channel c connects box X to box Y , this means that box X can emit information that
can change the state of box Y .
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In other words, each box is filled with any dynamical system that fits its input/output type.
Dynamical systems are commonly used as a model for studying behavior, as is the notion of putting
these systems together; see [40]. Note that each channel is logical, not physical. Thus its semantics
are that accuracy is guaranteed, as well as zero latency. Any inaccuracy, latency, or failure in
delivery is assigned to either the source system or the target system, as part of its dynamics. Often
it may be necessary to add an intervening box, to serve as the source of inaccuracy or latency.
Condition 2 was already stated in Section 4.1.1 above, and condition 3 follows from conditions
1 and 2. Thus the only condition we need to consider is Condition 1.
Theorem 4.2. There is an algebra D : W → Set, sending each object X ∈ W to the set of dynamic
systems on X, as in (4).
Sketch of proof. It suffices to say provide the coherence maps for D and explain its action on
morphisms. The coherence maps are straightforwardly given by cartesian products in Set. Given
ϕ : X → Y in W and given a dynamic system (S, f in , f out ) ∈ D(X), define D(ϕ)(S, f in , f out ) :=
(S 0 , g in , g out ) by S 0 := S and, for any s ∈ S, y ∈ Y in , define

g in (y, s) := f in s, ϕin (f out (s), y)
(5)
g out (s) := f out (ϕout )
It is easy to show that this assignment is functorial.

4.2

Diagrams and Description

There are nineteen (19) boxes in our model that comprise the wiring diagrams of the National
Airspace (NAS) circa 2015. These boxes can be morphed into three high level boxes: Detect,
Estimate, and Command, which form the basis for a logical view of the NAS as shown in Figure7(a).
We have modeled logical view of NAS from a typical control systems perspective as shown in the
Figure 6([41]).

Figure 6: Typical Control Theory Diagram
A separate set of morphisms can take these same 19 boxes and morph then into a high level
view based on physical location (physical view ) as shown in Figure7(b). In our example, the three
physical boxes are: Airplane, Radars, and Air Traffic Control. Also, for the Physical view of the
NAS, three of the lower level boxes that model pilot behavior, command (PC), estimation (PE),
and perception (PP) are morphed into a single pilot box (P). The airplane radio’s transmitter and
receiver, Tx1 and Rx1, respectively are morphed into one physical box before being included in
the physical view. Likewise, the three air traffic controller functions of command (CC), estimation
(CE) and perception CP) are morphed into a single controller box (C). The air traffic controller’s
radio is morphed into a single box.
There is a forth higher level box, known as Physical Reality, or Reality for short, that serves
as the ”plant” in both views. Standardization of edges-connectors ensuring consistency everywhere
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forced us to use a conceptual switch-board of ground truth-reality box-entity (a.k.a. Physical reality) and this was then needed in modeling NAS current and NextGen. Inconsistency and special
cases lead to analysis not lining up cleanly thereby reducing clarity. Also modeling in just silos
of aircrafts and radars and excluding physical reality while maybe possible, maybe a poorer approximation. Further Control Theoretic approaches of Cyber-physical system always implicitly
assume ground truths on interaction between sensors and actuators with physical systems (plant
model/system in figure 6). Our model then explicitly calls this out.
One of the big advantages of an operadic approach to systems analysis is the ability to easily
”chuck” the system into different views and to switch between these views as needed. We have
shown two perspectives of same NAS system from physical vs logical point of view. Alternatively
one can imagine alternate perspectives like human vs machines (automation) etc. Further Current
and NextGen may have common logical view but different physical views. The different views of
the NAS stated mathematically are:
ACARS, ACT, ASE, CC, PC, Tx1, Tx2 → Command
ADIRU, CP, MST, PP, PSR, Rx1, Rx2, SSR, T → Detect
CD, CE, PE → Estimate
Command, Detect, Estimate, Reality → NAS (Logical)

Rx1, Tx1 → APLR
Rx2, Tx2 → ATCR
CC,CE, CP → C
PC, PE, PP → P
ACARS, ADIRU, APLR, ASE, ATC, MST, P, T → Airplane
DL, ATCR, C,CD → ATC
PSR, SSR → Radars
Airplane, ATC, Radars, Reality → NAS (Physical)
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Table 2: Lowest level boxes uses to construct the NAS model.
No. ID
1
ACT = (1,1)
2
ACARS
=
(1,1)
3
ADIRU
=
(1,1)
4
ASE = (1,1)
5
CC = (1,1)
6
CD = (2,1)
7
CE = (2,1)
8
CP =( 1,1)
9
MST = (1,2)
10 PC = (1,2)
11 PE = (1,1)
12 PP = (4,1)
13 PSR = (1,1)
14 Rx1 = (4,1)
15 Rx2 = (1,1)
16 SSR = (12)
17 T= (1,1)
18 Tx1 = (1,1)
19 Tx2 = (1,1)

Description
Actuator
Aircraft Communications Addressing and Reporting System
Air Data Inertial Reference System

Logical
Command
Command

Physical
Airplane
Airplane

Detect

Airplane

Aerodynamic Surfaces & Engines
Controller Command
Computers & Displays
Controller Estimate
Controller Perception
Mode S Transponder
Pilot Command
Pilot Estimate
Pilot Perception
Primary Search Radar
Airplane Radio Receiver
ATC Radio Receiver
Secondary Search Radar
TCAS
Airplane Radio Transmitter
ATC Radio Transmitter

Command
Command
Estimate
Estimate
Detect
Detect
Command
Estimate
Detect
Detect
Detect
Detect
Detect
Detect
Command
Command

Airplane
ATC
ATC
ATC
ATC
Airplane
Airplane
Airplane
Airplane
Radars
Airplane
ATC
Radars
Airplane
Airplane
ATC

Note that the pair (i, o) associated with each box indicates the number i of inputs into and
the number o of outputs from each box respectively. The 19 boxes that comprise NAS model are
shown in table 2. The boxes are wired and integrated according to the tables 3, 4 and represented
in Figure 7.
The Estimate box of the NAS Logical wiring diagram is a (4,2) and thus has a input port to
output port difference of +2. The boxes is comprise the Estimate Box are Computers & Display
, or CD which is a (2,1); Controller Estimate, or CE which is also a (2,1) and the Pilot Estimate,
or PE which is a (1,1). That is, CD, CE, PE → Estimate. It is interesting to note, the sum of
the input ports of boxes on the left side of the arrow is 5. The sum of the output ports on the
left hand side of the arrow is 3. The differences between these sums is also +2. This result can be
generalized to all wiring diagram morphism through the following definitions and lemma.
Definition 4.3. A one-to-many wire is represented as a box with one input and n outputs, or for
conciseness, (1, n), where n is an integer > 1.
Definition 4.4. A many-to-one wire is represented as a box with m inputs and 1 output, or for
conciseness, (m, 1), where m is an integer > 1.
Definition 4.5. During composition of lower level boxes into higher level boxes all ports must be
connected to one wire. Otherwise, the unused port is removed.
Definition 4.6. Wires must be terminated to ports at both ends, otherwise they are removed.
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Figure 7: (a)Top: Wiring Diagram of the Logical NAS, (b)Bottom:Wiring Digram of the Physical NAS

Table 3: Logical NAS Integration.
No. ID
1
Command = (2,3)
2

Detect = (5,4)

3
4
5

Estimate = (4,2)
Reality = (1,3)
NAS Logical = (0,0)

Description
ACARS =(m,n), ACT=(1,1), ASE=(1,1), CC=(1,1),
PC=(1,2), Tx1=(1,1), Tx2=(1,1)
ADIRU=(1,1), CP=(1,1), MST=(1,2), PP=(4,1), PSR=(1,1),
Rx1=(1,1), Rx2=(1,1), SSR=(1,2), T=(1,1)
CD=(2,1), CE=(2,1), PE=(1,1)
Detect=(5,4),
ity=(1,3)

Estimate=(4,2),

Command=(2,3),

Real-

Table 4: Physical NAS Integration.
No.
1
2
3
4
5

ID
APLR=(2,2)
ATCR = (2,2)
C= (2,1)
P= (4,2)
Airplane = (4,3)

6
7
8
5

ATC = (3,1)
Radars = (2,3)
Reality = (1,3)
NAS Physical
(0,0)

Description
Rx1=(1,1), Tx1=(1,1)
Rx2=(1,1), Tx2=(1,1)
CC(1,1), CE(2,1), CP(1,1)
PC(1,2), PE(1,1), PP(4,1)
ACARS(mn,n), ACT=(1,1), ADIRU=(1,1),
MST(1,1), P=(4,2), APLR=(2,2)
CD=(2,1), C=(2,1), ATCR=(2,2)
PSR=(1,1), SSR=(1,2)
=

ASE=(1,1),

Airplane=(4,3), ATC=(3,1), Radars=(2,3), Reality=(1,3)
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Definition 4.7. Wiring Rules. Recall from earlier, a wiring diagram is a function from demand
to supply: for every demander we assign a supplier. This function is divided into two pieces, each
mapping from demand to supply. Thus a morphism ϕ : A1 , ..., Ak → B is a pair of functions
ϕin : A1 in t ... t Ak in −→ B in t A1 out t ... t Ak out
ϕout : B out −→ A1 out t ... t Ak out
Lemma 4.8. Conservation of Port Difference Let A1 , ..., Ak → B, where A1 = (m1 , n1 ), ..., Ak =
(m
Pkk , nk , ), B = (M, N ), and m1 , ..., mk , n1 , ..., nk , M, N are non-negative integers. Then, M − N =
i=1 (mi − ni ).
Proof. Let lp represent the the number of wires in Ap out that are suppliers to A1 in t ... t Ak in .
P
P
Clearly, lp ≤ np ∀p = 1, ..., k and ki=1 li ≤ ki=1 mi . There are M suppliers from B in that can
P
be connected to ki=1 (mi − li ) demanders of the remaining in A1 in t ... t Ak in . Any remaining
P
suppliers from A1 out t...tAk out , ki=1 (ni −li ) will connect to the N demanders of B out . Therefore,

M −N =

k
k
X
X
(mi − li ) −
(ni − li )
i=1

=

k
X

i=1

(mi − ni )

i=1
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4.3

Analysis Possibilities

There are many different algebras—models—possible on the same operad, and these algebras can
be related by algebra morphisms. In Section 4.1.2 we discussed our primary algebra of interest,
namely D : W → Set, the algebra of discrete dynamic systems. A more complex algebra would be
the algebra C : W → Set of continuous dynamic systems, as described in [38], with Euclidean spaces
as input, output, and state manifolds. For every real number  > 0 there is an algebra morphism
Eul : C → D given by applying Euler’s method, with step-size  to a continuous dynamic system
to obtain a discrete dynamic system.
For analysis of an algebra, say D, it is most useful to find morphisms out of D. The analysis
takes place in another algebra A, and for any box X ∈ Ob W , the morphism D → A transforms
dynamic systems of type X, i.e., elements of D(X), into A-objects of type X, i.e., elements of
A(X).
A straightforward, but relatively simple example is to analyze a system by its set of states. Let
Nat× : W → Set be the functor that sends the functor that sends every object in W to the set N of
natural numbers, and acts on a wiring diagram by just multiplying up the numbers in the boxes.
Similarly, let Nat+ : W → Set act the same on objects, but add numbers rather than multiply
them.
3 ∗ 5 ∗ 1 ∗ 2 = 30

3 + 5 + 1 + 2 = 11

5
3

5

1

3

2

1
2

There is a morphism of algebras States : D → Nat× , which for any box X = (X in , X out )
consists of a function StatesX : (D)(X) → (N at)(X). The set D(X) is the set of dynamic systems
of type (X in , X out ), i.e., 3-tuples (S, f in , f out ) as in (4), where S is a set of states, and f in , f out
update the state and produce output. The function StatesX sends (S, f in , f out ) to S.
Again this analysis is quite simple, but it does illustrate the point. When composing dynamic
systems in a wiring diagram, regardless of the wiring pattern, the state of the whole is the product
of the states of the components. Thus we can view our system in terms only of the number of total
states.
Similarly we could use Nat+ as the target of analysis. For example, suppose each dynamic
system generates a certain amount of heat or requires a certain amount of resources. Knowing that
information would give us a function D(X) → Nat+ (X), for every X ∈ Ob W . Saying that these
functions extend to an algebra D → Nat+ means that “heat generation” or “resource requirement”
is additive: the amount of resources required by a system is the sum of the resources required by
its components.
Of course, there are many other algebras on W , which would give more fine-grained analysis of
discrete dynamic systems.
Definition 4.9. Let W denote the operad of wiring diagrams described in Section 4.1.1 and let
> := (>, η, µ, m) be a monoidal monad on (Set, ×, {∗}). For any object X = (X in , X out ) ∈ Ob W ,
we define a >-Kleisli dynamic system on X, denoted D> (X), to be a 3-tuple (S, f in , f out ), where
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S is a set and f in and f out are functions:
f in : X in × S −→ >S

(>-Kleisli state update)

f out : S −→ >X out

(>-Kleisli readout)

The composition is given by the usual Kleisli composition. If Y ∈ Ob W is another object and
(T, g in , g out ) ∈ D> (Y ) is a >-Kleisli dynamic system on Y , then one obtains a >-Kleisli dynamic
system

S × T, m(f in × g in ), m(f out × g out )
on X t Y using the cartesian product of sets and coherence map m of >. Thus we have defined a
function
D> (X) × D> (Y ) → D> (X t Y ).
Finally, given a morphism ϕ : X → Y in W , define D> (ϕ) : D> (X) → D> (Y ) as in (5), where the
compositions and diagonals are taken in the Kleisli category.
Note that in the case that > = idSet is the initial (monoidal) monad on Set, an idSet -Kleisli
dynamic system is just a dynamic system in the sense of (4). That is, for any object X ∈ Ob W ,
we have DidSet (X) = D(X). This result is strengthened in the following theorem.
Theorem 4.10. Let W denote the operad of wiring diagrams described in Section 4.1.1, let
W –Alg denote its category of algebras, and let MndSet denote the category of monoidal monads on
(Set, ×, {∗}). There is a functor
KlsDyn : MndSet → W –Alg
which sends a monoidal monad > := (>, η, µ, m) ∈ MndSet to the algebra D> := KlsDyn(top),
defined in Definition 4.9.
If 1 ∈ MndSet is the initial monad, i.e., the identity functor, then KlsDyn(1) = D. It follows
that for any cartesian monad >, there is a canonical morphism of algebras
η> : D → D > .
Sketch of proof. Since > is a monoidal monad on Set, the Kleisli category Kls(>) is a monoidal
category. Moreover, since Set is cartesian monoidal, so is Kls(>). The definition of the dynamic
systems algebra in Theorem 4.2 really only used this Cartesian monoidal structure.
There are many cartesian monads > on Set. The idea is to replace sets and functions with more
structured categories, the Kleisli categories of these monads. For example, suppose that > = P is
the power set monad, so that the Kleisli category is the category of sets and relations (rather than
sets and functions). Then the state-update and readout functions in DP , the algebra of relational
dynamic systems, includes two functions:
f in : X in × S → P(S)

(state update relation)

f out : S → P(X out )

(readout relation)

These say: given an input and a current state, what is the set of possible next states? Given
a current state, what is the set of possible outputs? We call these relations because a function
A → P(B) is equivalent to a relation R ⊆ A × B.
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Another cartesian monad is the probability distributions monad, Dist, often called the Giry
monad. The Kleisli category for this is Markov processes. The state-update and readout functions
in DDist , the algebra of Markov dynamic systems, includes two functions:
f in : X in × S → Dist(S)

(Markovian state update)

f out : S → Dist(X out )

(Markovian relation)

It is readily seen that these are hidden Markov models.
As mentioned in Conjecture 4.10, there is a morphism of algebras D → D> for any such
monoidal monad > on Set. These are analysis tools that can use sampling, possibility analysis, etc.
Beyond Kleisli dynamic systems, other targets for analysis are certainly possible. Above, we
mentioned a couple very simple ones, Nat+ and Nat× , and there are many more. To reiterate,
the only requirement of a potential analysis target A is that it should obey the laws for being a
W -algebra, and that there should be an algebra morphism D → A.
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5
5.1

Final Remarks
Conclusions

Category Theory (CT) based operadic framework appears to be quite promising towards evaluation
of current and NextGen National Airspace (NAS). On the whole, the approach helps system integrator with easier identification of re-usable design patterns helps reduce development and V&V
(verification and validation) time/costs. It also provides a rigorous mathematical foundation for
building safety assurance claims. The framework is also quite conducive to creating a collaborative
knowledge space amongst engineers, system architects, and regulatory authorities with varying skill
sets and competence in handling mathematics. Mathematical rigor and formalism is maintained,
but gets out of the way, as long as minimal set of rules and constraints are respected during the
modeling process.
Our exploration of CT in this project has also revealed many modeling benefits. The designers
have the ability to use alternative abstractions for analyzing systems by providing different ways
to chunk the models (e.g. logical vs physical view) and simultaneously nest and zoom within
the models for different decompositions of abstractions (e.g. coarse-grained vs fine-grained model
fidelity), as shown in Figure 7.
CT also seems to be a perfect fit for incremental model specifications and refinements which
as explained in section 2.3 is the likely transition scenarios in NextGen. For example, it allows the
system designer to specify and analyze the whole system even when the details of a particular
sub-system is not known at that point in the design life cycle (maybe because technology details
not available at a point in time). In this situation, model can be specified at a box level for
that sub-system with desired inputs & outputs in a black-box fashion. The sub-system can then
subsequently be refined and specified later in the design life cycle and as long as the refined design
still adheres to the original input/output constraints, the original analysis continues to hold.
Finally, CT also offers many analysis benefits. It provides the much desired compositional
analysis over all the typical modeling operations above (e.g. zooming, nesting, chunking, etc). It
also naturally offers possibilities for compositional summaries: a morphism of algebras provides
summary statistics that can be combined with others. Averages are not operadic because “the
average of averages is not the average”. In contrast, Weighted Averages are operadic. That is,
a good summary has the property that it can be used in conjunction with other summaries; this
compositionality is what the operadic formalism ensures.

5.2

Future Work

In the second phase of this project, we will explore several issues, which have not yet addressed.
These include allowing each component subsystem to have its own clock, modeling hierarchical fault
propagation and failure analysis in a system of systems, and providing a higher-level description
language for specifying subsystems, as necessary for governmental regulation.
In the above work, each system is modeled as a discrete dynamical system. When these systems
are put together into a bigger system, it was assumed that the clock ticks of each system were
representing the same time-scale. This is certainly not something we want to force on modelers of
components. In particular, by modeling independent clocks of sub-system (notion of time), we then
have a way to handle channel/information delay and also possibly a way to handle both discrete
and continuous dynamical system in the same model. This issue can be dealt with in a number
of ways, but we will need to make a choice between them. This requires a detailed back-and-forth
between domain experts (Honeywell) and mathematical modelers (MIT). Inability to handle this
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tricky ”time” issue within the dynamical system model has hindered characterizing many National
Airspace (NAS) boxes/components listed in section 4.2. We hope to remedy this in the next phase.
A critical issue for the NAS is to understand and limit failure. To this end, we will consider how
failures propagate through a system of systems. Our work is inherently hierarchical, which means
we cannot consider approaches to fault modeling that assume a closed world. For example, we
cannot assume that there are only a small number, say two, faults throughout the system because
composing two such systems violates the assumption immediately.
Instead, our plan is to consider the kind of fault propagation that does nest in a compatible way.
For example, each component system could have a partial order of failure modes. Suppose for the
sake of discussion that this partial order consists of two elements, normal and fail. A given system’s
failure mode can be influenced by upstream systems. That is, if systems A, B1 , and B2 are sending
information to C, perhaps C fails if either A or both B1 and B2 fails. In this way, failures cascade
through the system, and it is important to understand the extent of this cascade, the eventual
steady state of failure modes that arise. We plan to consider this kind of failure analysis, which
(from our current vantage point) appears to be well-behaved under hierarchical composition, to
study the cascading effects of stochastic failures.
Typically, individual System suppliers, individual Component Vendors and Aircraft Original
Equipment Manufacturers (OEMs) all provide both detailed low-level and a coarse-grained high-level
requirements and design specifications of their products. Administrative authorities (e.g Federal
Aviation Administration (FAA)) use these requirements and specification to first regulate, manage
and finally certify those systems. Just being provided the dynamical systems view of components
(i.e. low-level requirements and/or specification) is not one that can be easily regulated or overseen
by certifying authorities. The reason is that to define a dynamical system involves providing a
complete list of its internal states as well as a formula for its behavior for each specific input and
internal state. While designers may have such intimate knowledge, it is harder for the oversight
entities to have such detailed insights and familiarity.
In order to simplify their task further, authorities additionally prefer to be given behavioral
bounds (i.e. high-level requrements and/or specification), classifying the states, inputs, and outputs
into a manageable number of classes, specifying that when the state and input are in class X,
the output will be in class Y. This can be modeled as a non-deterministic dynamical system.
As an analogy, runtime complexity or memory/storage capacity of a software code is typically
characterized in terms of best-case/average-case/worst-case (behavioral) asymptotic bounds in the
notation o(F1 (n))/Θ(F2 (n))/O(F3 (n)) where Fi are some functions and n indicates size of the input
to the software. It is easy to see that managing and regulating behavioral bound is much easier
than actual software code/specification.
We plan to consider how to relate deterministic (fully specified) dynamical systems and these
nondeterministic dynamical systems, and to show that there is an algebraic mapping between them.
In other words, we will attempt to give a formula for composing behaviorally-specified dynamical
systems of systems, thus giving another algebra for our operad, and then show that there is a
morphism from the fully-specified algebra to the behaviorally-specified one.
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6

SOW Checklist

SCOPE OF WORK
The scope of this task is to develop and evaluate innovative techniques from the mathematical
field of Category Theory (CT) as a framework to evaluate the overall performance of a System-ofSystems (SoS) as applied to distributed systems in the airspace. The Contractor shall develop a
category-theoretic framework to analyze and assess safety of NextGen capabilities from a distributed
systems perspective. The Contractor shall address automated aircraft separation using the existing
communication channels defined for NextGen and supporting all planned meetings, reviews, and
presentations identified in Section 4.0.
Table 5: SOW Cross Reference
ID
3.1.1
3.1.2

3.1.3

3.1. 4

3.1.5

3.1.6

3.1.7

Requirement
Collect and define terms for expressing safety and invariants of
systems-of-systems in an airspace context.
Formalize the terms and invariants using category-theoretic structures of airspace safety properties and assessment methods such
as those found in Aerospace Recommended Practice (ARP) 4761.
This information shall be reported in a NASA Contractor Report
(CR) on the formalization of terms and definitions (Deliverable
Item 3).
Apply multicategorical structures (aka Operads) to create a framework for expressing and reasoning about safety properties of
systems-of-systems in an airspace context.
Apply the category-theoretic framework to notional or real-world
examples of the NextGen airspace. For instance, apply the framework to a case study comprising an airspace of NextGen communication nodes with a safe separation invariant.
Evaluate the efficacy of the category-theoretic framework in comparison to the existing techniques for evaluating invariant properties of systems-of-systems.
Develop and integrate category-theoretic methods that assess how
credible faults, disturbances, and degradations adversely impact
safety, focusing initially on distributed NextGen Flight Critical
Systems (FCS) providing data that supports automated aircraft
separation.
At the conclusion of the base period of performance, conduct a
briefing that summarizes all activities (describing the results and
lessons learned). This shall be the basis for determining if the Contracting Officer will provide authorization to proceed into Phase
II by incrementally funding the contract (Deliverable Item 4 ).
3.1.8 Provide an Annual Report summarizes the findings in Phase
I (Deliverable Item 5).
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Appendix A
Acronyms
Aircraft Communications and Reporting System

ACARS

ACCORD

Airborne Coordinated Conflict Resolution and Detection

A Computational Logic for Applicative Common Lisp

ACL2

Automatic Dependent Surveillance - Broadcast

ADS-B

Assurance of Flight Critical Systems

AFCS

Air Route Traffic Control Center

ARTCC

Air Traffic Control

ATC

ATCSCC

Air Traffic Control System Command Center

Air Traffic Control Tower

ATCT
ATM

Air Traffic Management

AWD

Aviation Weather Display

CATMT

Collaborative Air Traffic Management

CPDLC

Controller-Pilot Data Link Communications

CSS-Wx

Common Support Services - Weather

Category Theory

CT

Data Comm
ERAM

Data Communications

En Route Automation Modernization

EUROCONTROL
FAA
FL

European Organisation for the Safety of Air Navigation

Federal Aviation Administration

Flight Level

FMs

Formal Methods

GBT

Ground Based Tranceivers

GDP

Gross Domestic Product

GPS

Global Positioning System

ICAO
IFR
IP

International Civil Aviation Organization

Instrument Flight Rules

Internet Protocol
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Instrument Meteorological Conditions

IMC

Model Based Systems Engineering

MBSE
MSL

Mean Sea Level

NAS

National Airspace
National Aeronautics and Space Administration

NASA

NAVAIDS

Navigational Aids

Next Generation Air Transport System

NextGen

Nautical Miles

NM

NAS Voice Switch

NVS
NWP

NextGen Weather Processor

OEMs

Original Equipment Manufacturers

PRISM

Probabilistic Model Checker

PSR

Primary Search Radar

PVS

Prototype Verification System

ROA

Research Opportunities in Aeronautics
Reduced Vertical Separation Minima

RVSM
SA

Situational Awareness
Symbolic Analysis Laboratory

SAL

Surveillance and Broadcast Services Subsystem

SBSS

SESAR

Single European Sky ATM Research

SM

Statute Miles

SoS

System of Systems
System-wide Safety and Assurance Technologies

SSAT
SSR

Secondary Search Radar

SWIM

System Wide Information Management

TRACON
TIS-B

Traffic Information Services Broadcast

TCAS II
UAT

Terminal Radar Approach Control

Traffic Collision Avoidance System

Universal Access Transceiver
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VFR
VMC

Visual Flight Rules
Visual Meteorological Conditions

1090 ES

1090 MHz Extended Squitter
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